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Time distortions in spirit communication 
William C. Treurniet and Alison Kirkbride 

Summary. In the “transform EVP" method for capturing Electronic Voice Phenomena (EVP), 
unintelligible "reference" audio is played and simultaneously re-recorded as "test" audio. A spirit entity is 
sometimes able to produce intelligible EVP by transforming the reference audio while it is being re-
recorded. In a series of experiments of this nature, a side-effect was serendipitously discovered and 
replicated a number of times. Specifically, the re-recorded test audio was up to 10 percent longer in 
duration than the reference audio. The audio events in the test recording were increasingly delayed 
compared to the same events in the reference audio. An experiment showed that the audio stream entering 
the microphone was not processed by an invisible buffer in order to accommodate the added audio. The 
absence of the buffer suggests that the storage medium was altered directly to cause the audio samples to 
appear in the test audio file. Other experiments demonstrated that irrelevant audio content from a 
spatially separated source was not treated the same as audio that was relevant to the communication task. 
The time distortions were also noted in earlier EVP experiments where obvious EVPs were present. An 
information processing model was proposed to account for the observed phenomena. 

1. Introduction 
Electronic Voice Phenomena (EVP) are voice communications presumed to originate from spirit beings. 
EVPs are obtained using a number of different methods employing some kind of audio technology. Voices 
are sometimes heard from devices such as radios and telephones, as well as special purpose devices 
designed with the hope of providing opportunities for spirits to communicate. Often a noise source is 
made available, so that the noise may be transformed to intelligible speech by a spirit being.  

EVP is a subset of Instrumental Transcommunication (ITC), the communication with intelligences in non-
physical realms using any modality supported by technological devices.  An important resource for 
learning about ITC is the World ITC website. Research spanning more than a century is discussed, 
including the work of people like Konstantin Raudive, Friedrich Juergenson, and George Meek. Another 
online source of information including EVP is Association Transcommunication. Two German sites with 
information about EVP are German Association for Transcommunication Research and Tonbandstimmen. 
The Russian Association for Instrumental Transcommunication is another source of information in the 
Russian language. 

A relatively common approach for recording EVP is called the  "transform EVP" method (Butler and 
Butler, 2008). For example, William O’Neil, a medium and engineer who worked with George Meek, was 
able to record many interactive conversations with a spirit entity (see here). He generated a continuous 
sound with particular spectral properties that the spirit was able to transform into intelligible speech. 
Unfortunately, that work has not been replicated by others, perhaps indicating that more than just the 
physical technology is important. The necessary components for a successful experiment include the 
physical equipment, a cooperating spirit entity, and the human experimenter’s mediumistic capabilities. 
Perhaps that particular experiment could not be replicated because O’Neil’s role and his relationship with 
the spirit being were critical and could not be replaced. 

Our experiments on EVP also use the transform EVP method, and build on the experiences of one of the 
authors (AK) who has developed a relationship with spirit entities she calls the “technicians”. These 
should not be confused with the “Technician”, a non-human, high-vibrational entity who communicated 
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by radio and organized other deceased individuals to also create EVP (Locher and Harsch-Fischbach, 
1997). We accept the existence of the spirit technicians as plausible, and the experiments are intended to 
illuminate the nature of our relationship with them. With the technicians’ help, a version of the transform 
method was developed that uses speech-like sounds as the audio to be transformed. The audio often 
consists of speech from an unfamiliar foreign language like Latvian, Bulgarian or Russian. The speech is 
always reversed in time to render it even less recognizable as English words. 

The source of the foreign language was a Slavic internet radio news channel recorded by a colleague, 
Domenic Capaldi. The computer that made the recordings used the Windows 7 operating system equipped 
with an NVIDIA audio card and a Sound Blaster audio controller. The audio was reversed in time using 
the Adobe Audition 3 audio editor which saved the results as MP3 files. A number of recordings about 30 
sec in duration were made available as audio to be transformed in EVP experiments.  

In an experiment with a spirit technician, the foreign language reversed speech is labeled the “reference” 
audio. The experimenter (AK) is alone in the room with her Hewlett Packard DV7 computer equipped 
with the Windows operating system. She starts recording audio with a Wavepad audio recorder (Version 
4.4). After prompting the spirit technician with a question or comment, she plays the chosen reference file 
with the Windows media player. The Wavepad recorder is then stopped and the audio it recorded is saved 
as an MP3 file. The spirit technician is sometimes able to transform the meaningless speech-like sounds 
in the reference audio into English speech, and these changes are recorded by the Wavepad recorder. This 
file is labeled the “test” audio. On listening to the test audio, responses may be present that relate to the 
experimenter’s initial prompt. Words that seem to be part of a different conversation may also be heard.  

Some of our unpublished work indicated that the spirit technician requires speech-like sounds in the 
reference audio in order to generate voiced rather than whispered speech. We suggest that the technician 
processes the mutilated foreign speech to recover the excitation signal that created it. The excitation 
signal contains the voice fundamental frequency and its harmonics. The technician would pass glottal 
pulses derived from this signal through a vocal tract simulation to generate new speech with the same 
spectral range as the reversed foreign speech. This scheme is consistent with the independent direct 
speech method said to be used by spirits in physical mediumship séances. The spirits generate speech 
from anywhere in the room by first creating a simulated speech mechanism from ectoplasm. Leslie Flint 
(Flint, 1971) is an example of a well-known medium who enabled spirits to speak independently using an 
“etheric larynx” made of ectoplasm (p. 128, p 168). Also, in the successful Scole experiment (Foy, 2008), 
spirits confirmed that direct speech was generated via such a simulated speech mechanism. 

2. Experiments on temporal distortions 
Specific hypotheses were tested in our earlier research by careful selection of the reference audio, but 
sometimes a novel form of audio was merely assessed for its efficacy. The following initial experiment 
evaluated audio material created by a fellow EVP researcher, Stephen Bion. It gave unanticipated results 
that prompted the testing of hypotheses in subsequent experiments. The experiments yielded new insights 
concerning the more obvious EVPs observed in earlier experiments that used the reversed Slavic 
reference audio.  

The novel reference audio created by Stephen Bion consists of a stream of synthetically generated sounds 
having the envelope and cadence of natural speech. For the most part, the audio is characterized by 
several narrow spectral peaks within a bandwidth of about 1800 Hz centred on 1600 Hz. It has a very 
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tonal sound since the fundamental and the lower frequency harmonics up to about 700 Hz are absent. The 
spectrum of a representative sample is shown in Figure 1. 

Perceived intelligibility of the transformed audio may seem like an obvious criterion for identifying 
occurrences of EVP.  However, intelligibility is usually not accepted as a reliable indicator by those 
versed in EVP research.  A listener may incorrectly identify words in the original unchanged reference 
audio. Also, transformations made by the spirit entity might not be recognized as words and so would be 
missed by a strictly perceptual criterion.  

In our research, identification of words in the transformed audio is of secondary importance. Our main 
criterion for the occurrence of transform EVP is based on physical changes to the audio. These are easily 
assessed visually by comparing the test audio with the reference audio in an audio editor. The normal 
recording process may introduce some distortion, so we assume that only pronounced physical differences 
in the audio envelope are the work of the spirit technicians.  

2.1 Experiment 1 
In the initial experiment, we wished to know if the technicians could transform the new reference audio 
into intelligible speech, and how well they could do it. After the recorder was started, they were asked to 
state their names and the experimenter’s name, and then the reference audio was played. The new 
recording constituted the test audio. 

Figure 2. Top - reference audio, Bottom - test audio

Figure 1. The spectrum of  a representative sample of  the reference audio.
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The re-recording of the reference audio was repeated after specifically asking the technicians to not make 
any changes to the reference audio. In our experience, this request was always accommodated. The 
procedure provided us with a version of the reference audio that included distortions imposed by the 
player/recorder channel characteristics. This re-recorded reference audio appears the same as the 
untransformed test audio since they were recorded under identical conditions. It was used to facilitate 
visual identification of any transformations of the reference audio in the test audio.   

The top waveform in Figure 2 shows the reference audio copied from the audio editor display, and the 
bottom waveform shows the test audio. The abscissae of the two displays are time-aligned, and it is clear 
that the test audio has a longer duration than the reference audio. The reference audio was 26.044 sec in 
duration while the test audio recording was 3.134 sec longer. 

The times for obvious but arbitrary audio features common to both reference and test files were recorded 
and compared. Figure 3 shows a strong linear relationship between the times. However, instead of the 
expected slope of 1.0 for the regression line, it is 1.1085. This indicates that the times for the features in 
the test audio are on average about 10.8 percent greater than the times for the same features in the 
reference audio. In Figure 3, the added duration appears to be evenly distributed over the whole file as if 
it were stretched like an elastic. However, the elastic analogy is not supported by Figure 4 which shows 
the delays of the arbitrary features in the test audio compared to their times in the reference audio. Periods 
of incremental growth in test feature delay are interspersed with periods of no change.  

The incremental growth periods seen in Figure 4 may correspond to intervals when the technicians 
attempted to manipulate the reference audio. For example, a steady increase occurred during the 5.5-12 
sec interval in the reference audio. Figure 2 shows that the features in this interval were expanded to fill 
the 5.5-13.4 sec interval in the test audio. The average power in the highlighted reference interval was 
-26.43 dB, while the average power in the highlighted test interval was -30.63 dB, a decrease of 4.2 dB. 

Figure 3. Relation between reference feature times and test feature times
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The average power of these features was reduced by about 16 percent while the duration was lengthened 
by 19 percent.  It appears that the technicians may have distributed the energy in the reference interval 
over the longer test interval. Despite the measured changes, intelligible speech was not evident in the test 
audio interval. 

In the 12.4-14.4 sec reference interval in Figure 4, the test feature delays remained constant. Figure 2 
shows that the duration of the features contained in that interval in the reference audio was no different in 
the test audio. Also, the average power of those features did not change. So during this interval there was 
no change in energy or duration of the contained features. Perhaps the technicians paused for a couple of 
seconds at this point in their attempt to modify the reference audio. 

2.2 Experiment 2 
In the preceding experiment, audio data was played by a computer’s audio player and simultaneously 
recorded by a separate audio recorder on the same computer. Remarkably, the recorded audio was longer 
in duration than the audio that was played. The extra audio might have been inserted into the played audio 
stream if the stream were temporarily buffered somewhere prior to entering the microphone. If the data 
remaining in the buffer were recorded at the end of the played audio, nothing would have been lost in the 
longer test file. But if the recorder were stopped as soon as the player finished playing the reference 
audio, the buffer would not be emptied into the recorder and the recorded test audio should be truncated 
compared to the reference audio. This procedure was followed to investigate the possible existence of 
such a buffer.  

The phrase "end recording" was appended to the reference audio and when the the experimenter (AK) 
heard the prompt, the re-recording was stopped. Analysis of the test audio indicated that buffering had not 
occurred. The test audio recording was still 2.8 sec longer than the reference audio. Further, the phrase 
"end recording" at the end of the reference audio was also found at the end of the test audio. Since the test 

Figure 4. The delay of test features from their times in the reference audio.
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audio was not truncated, the reference audio and the audio added by the technicians had not been 
processed by a buffer prior to being recorded. 

The relation between the reference feature times and the corresponding test feature times were compared 
again as in Figure 3 using linear regression. The slope of the line was 1.1042, indicating that the test file 
was stretched by about 10.4 percent. This is very close to the amount observed in the first experiment. 

The steady increase in the delays of the test features compared to their expected times are plotted in 
Figure 5 for this experiment. The graph shows that the increasing length was quite evenly distributed 
along the whole audio sequence. Note, however, that a period of constant difference occurred at a point 
midway through the data set lasting about four seconds. Such intervals of no change in the delay between 
features in the reference and test audio were also seen in the previous experiment. 

2.3 Experiment 3 
In the previous experiments, the spirit technicians appeared to increase the size of the test audio file 
somehow. Since the test audio was longer than the reference audio, it seems that the re-recorder was 
presented with more audio data than was in the reference audio file. The additional data could have been 
inserted 1) before the speaker playing the reference audio, 2) in the air between the player’s speaker and 
the re-recorder’s microphone, 3) in the microphone and re-recorder electronics, or 4) directly into the test 
audio file in the storage medium. The previous experiment indicated that data was not added to a buffered 
audio stream during recording. This appears to rule out the first three options, since insertion of new data 
into a moving data stream would require allocation of space in a buffer. Option 4 suggests that the content 
of the test data file was changed directly while re-recording the reference audio. The spirit technician may 
have the ability to alter the configuration of the recording medium. If alteration of the computer memory 
occurred instantaneously at any point in the recording process, buffering would not be required. 

Figure 5. The delay of test features from their times in the reference audio.
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In these experiments, there is typically only one source for the audio that is being re-recorded. The spirit 
technician need attend to only that source, alter the audio somehow, and place the changed audio 
representation in the recording substrate. A second, spatially distinct source of audio may be processed 
differently by the technician since it would be irrelevant to the communication task. 

In this experiment, an irrelevant ticking clock was placed near the re-recorder’s microphone while the 
reference audio was played. The clock ticks occurring every second were a gestalt that was easily 
distinguished from the tonal audio features, and the source of the ticks was spatially distinct from the 
source of the reference audio. These cues would have allowed the spirit technicians to ignore the ticking 
of the clock if they wished. 

The clock ticks were recorded twice while re-recording the reference audio. In one recording, the 
technicians were requested to not make any attempt to modify the audio. The length of this re-recording 
was indeed identical to the original and was not affected by the technicians. It contained the ticks and also 
included the effects of the record channel characteristics. This recording became the reference for the 
analysis phase of the experiment. 

In the other recording of the clock ticks and the original reference audio, the technicians were prompted 
by the experimenter to respond, and this became the test recording. Since both the new reference 
recording and the test recording were recorded under the same conditions, they could be more easily 
compared visually in the audio editor display. 

The times of arbitrarily selected tonal features in the reference audio were compared with the times of the 
same features in the test audio. The slope of the regression line indicated that the average delay in the 
times of the test tonal features was 5.25 percent.  

Figure 6 shows the lengthening of the times of the test tonal features in more detail. As before, there were 
intervals when delays of test features increased incrementally as well as intervals where there was no 
change in delay.  

Figure 6. The delay of test tonal features from their times in the reference audio.
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Since the physical clock ticks were recorded to make the new reference audio and then recorded again to 
make the test audio file, there was no reason for the initial ticks in the two files to be synchronized. The 
first tick in the test file occurred 0.42 seconds later than the first tick in the reference file. Therefore, this 
amount was subtracted from all the test tick times in order to compensate for the lack of synchronization 
at the beginning. Any differences between the test audio and the reference audio could then be attributed 
to the work of the technicians. 

The clock ticks were compared in the same manner as the tonal features and the results were similar. The 
slope of the regression line indicated that the tick sequence was stretched by 3.38 percent. The difference 
in percentage change of 1.87 between the tonal features and ticks is small and might be due to 
measurement error. 

The pattern of test tick delays in Figure 7 is approximately the same as the pattern for the tonal features in 
Figure 6. However, there is one glaring difference. The delay for a tick at any given time appears to be 
less by a constant amount than the delay for a nearby tonal feature. This is obvious when comparing 
Figure 6 and Figure 7. 

To assess this difference more precisely, the delays of 12 tonal features were matched with the delays of 
the nearest clock ticks according to their times in the reference audio. The graph of Figure 8 shows the 
delays of the test ticks versus the delays of the matched tonal features. It is quite linear in appearance, 
indicating that a delay applied to a tonal feature at a certain time during the experiment can predict the 
delay applied to the clock tick occurring at about the same time. 

However, the tick and tonal feature delays became almost equal when a constant factor of 0.34 was added 
to each test tick delay. This value was obtained by manually optimizing the linear regression shown in 
Figure 9.  The regression line passes through the origin with a slope of 1.0 and a correlation of 0.97 
between the tonal feature delays and the adjusted tick delays. The tick delays are as close as possible to 
the magnitude of the matched tonal feature delays when this constant is added to each tick delay.  

Figure 7. Delay of test ticks from their times in the reference audio.
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A scenario is suggested in which continuous modification of the tonal audio produces a reduced rate of 
time flow at the output in order for the task to complete. The process, whatever it is, takes longer than real 
time to execute and so it falls farther and farther behind. Now, the tonal audio is relevant to the task but 
the ticks are not. The ticks arrive for processing at the same rate as the tonal features and must be dealt 
with as well. But because the ticks are irrelevant to the communication task, they are not processed 
further and each tick is simply output to the test audio file. This takes about 0.34 seconds less than the 
time to process the accompanying tonal audio. 

Figure 8. Test tick delays vs tonal feature delays 
matched according to times in the reference audio.

Figure 9. Tonal feature delays vs test tick delays 
incremented by a constant factor.
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2.4 Experiment 4 
In the previous experiment, a ticking clock was added to the auditory landscape. The ticks from the clock 
could be perceived as a gestalt; that is, parts of one auditory object. Further, the ticks originated at a 
unique location in space. These properties would have distinguished the clock sounds from the tonal 
sounds to be transformed in the experiment.  

It was suggested earlier that the clock ticks were irrelevant to the communication task and, hence, were 
processed more quickly when they occurred. This would have been possible because they were so easily 
distinguished from the relevant tonal sounds. Conversely, if the two audio objects were difficult to 
distinguish, both should be delayed by the same amount. In the following experiment, the spatial cue was 
removed by mixing a sequence of clock ticks with the tonal information in the reference audio file using 
an audio editor. In the absence of the spatial cue for discriminating between the audio sources, the ticks 
and tonal features should have the same delays in the test audio file. 

The experiment followed the same procedure as the previous one, but with the clock ticks included in the 
reference audio rather than coming from the physical clock. The experiment found that the duration of the 
test audio was increased by about 3.52 percent as indicated by the slope of a regression line relating 
corresponding reference and test tonal feature times. The finer details are shown as before in Figure 10. 
There was no delay for the first 10 seconds, then the delay incremented for seven seconds, and then it 
remained constant until the end. 

The analysis of the clock ticks embedded in the reference audio yielded a similar result. The duration of 
the test audio was increased by about 3.03 percent as indicated by the linear regression analysis of the 
reference and test clock tick times. The finer details of the test tick delays are shown in Figure 11. The 
pattern of test tick delays versus reference tick times is very similar to the pattern of test tonal feature 
delays versus reference tonal feature times in Figure 10. 

Figure 10. The delay of test features from their times in the reference audio.
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As in the previous experiment, the delays of 16 tonal features were matched with the delays of the nearest 
clock ticks according to their times in the reference audio. The graph of Figure 12 shows the delays of the 
test ticks versus the delays of the matched tonal features. The linear regression line has unity slope and 
passes through the origin of the graph. Note that addition of a constant offset was not required to achieve 
this as it was in the previous experiment. 

These results are convincing evidence that the test ticks were not treated as separate, irrelevant features as 
they were in the previous experiment. Without the spatial cue, the source of the ticks may not have been 

Figure 11. The delay of test ticks from their times in the reference audio

Figure 12. Test tick delays vs tonal feature delays 
matched according to times in the reference audio.
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sufficiently distinguishable from the source of the tonal features. The two experiments suggest that the 
spirit technicians process the irrelevant audio differently when the sources can be distinguished by their 
locations. 

2.5 Experiment 5 
The following experiment was meant to be an exact replication of the last experiment in which the clock 
ticks were mixed with the tonal audio in the reference audio file. The outcome is indeed similar, but an 
unexpected event will be discussed that affected the pattern of results. The regression analyses of 
reference versus test times showed increases in the length of the test audio. It increased by 2.91 percent 

Figure 13. Delays of test tonal features from times in the reference audio.

Figure 14. The delay of test ticks from their times in the reference audio.
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according to the tonal features, and by a mere 1.75 percent according to the clock ticks. Although the 
effect size is much smaller in this experiment, it is still unambiguous. 

Figure 13 and Figure 14 show similar increments in the delays of tonal features and clock ticks, 
respectively. At five seconds into the audio, the delays started to accumulate continuously for about seven 
seconds. Starting at 12 seconds, the delay was relatively constant. Finally, at about 22 seconds, the delays 
for both features and ticks plummeted to 0.1 seconds where they stayed until the end of the audio. Careful 
comparison of the reference and test audio waveforms showed that the precipitous decrease in the delay is 
explained by the loss of a 0.58 second segment of reference audio missing from the test audio. 

In the interval corresponding to 19.6 to 21.6 in the reference audio (20.3 to 22.3 seconds in the test audio 
recording), the experimenter was unexpectedly heard to say to the spirit technician, “What is it like where 
you are?” Immediately after the end of this utterance at 21.8 seconds in the reference audio, the sudden 
decrease in the delay occurred for both the tonal features and ticks in the test audio. Perhaps the utterance 
was a distraction that halted processing of the short segment of reference audio. Because it was not 
included in the test audio, the delays for the remaining tonal features and ticks were reduced by about the 
length of the missing audio.  

The regression analysis comparing the reference audio times with the test audio times was repeated 
without including the data after the unexpected utterance. The slopes now indicated an increased duration 
of 3.64 percent according to the tonal features, and 3.91 percent according to the clock ticks. 

As in the previous experiments, tonal features and ticks were matched according to their position in the 
reference audio. The  relationship between the delays of the matched pairs is shown in the graph of Figure 
15. The linear relation with almost unity slope passing through the origin confirms that the delays for 
tonal features and ticks were essentially equal. Therefore, this aspect of the previous experiment was 
confirmed. 

Figure 15. Test tick delays vs tonal feature delays 
matched according to times in the reference audio.



!14

2.6 Experiment 6 
Before this series of experiments, there were other experiments that yielded transformations of the 
reference audio consisting of reversed foreign speech. Some of the transformations were heard as clear 
English phrases in the test audio. The possibility that these too may have been stretched in time was not 
considered then. In one experiment (Case 1), the experimenter (AK) asked, “Is there anything you would 
like to say to William for his assistance in compiling the paper regarding our work?” The loud and clear 
response to this question was, “Help him focus full on the paper.” This advice was immediately followed 
by another softer comment that seemed unrelated to the question. It seemed to say, “I don’t want we meet 
in Seattle.”  

Figure 16 shows the envelopes of these utterances copied from the audio editor display. The top panel 
shows the unmodified reference audio, and the bottom panel shows the transformations that are the two 
consecutive utterances. The higher amplitude waveform on the left side of the highlighted area in the 

Figure 16. EVPs formed using the transform method;
Top - reference audio, Bottom - test audio.

Figure 17. The delay of test speech features 
from their times in the reference audio.
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bottom panel represents the first utterance, and the lower amplitude, right side is the second utterance. In 
the untransformed regions to the left and right of the highlighted areas, the test audio envelope is similar 
to the reference audio envelope. Small changes that are visible in these regions were caused by the 
channel characteristics while recording the test audio. Inside the highlighted areas where the 
transformations occurred, the reference and test envelopes are unmistakably very different. 

The times of corresponding speech features were identified in the reference and test audio, and the slope 
of the resulting linear regression line revealed that the test audio was 5.11 percent longer than the 
reference audio. Figure 17 shows that the test feature delays increased by 0.4 seconds during the interval 
between 5 and 10 seconds from the beginning of the audio. This corresponds well to the duration of 0.4 
seconds added to the test audio by the two consecutive EVPs shown in Figure 16. The EVPs had a 
combined duration of 4.0 sec in the test audio, which replaced 3.6 seconds of the reference audio.  

A clear EVP was also seen and heard between  20 and 21.5 seconds (not shown in Figure 16), and this is 
approximately the time of another gap in the delays from 18.8 to 21.6 seconds in Figure 17. 

In another earlier EVP experiment (Case 2), the test audio increased in length by 8.79 percent. Figure 18 
shows the increments in test speech feature delays for this case as well. On listening to the test file in the 
editor, an unmistakable transformation was seen and heard between 11.6 and 13.2 seconds. This interval 
is included in the 10 to 14 second interval in Figure 18 where matching features in the reference and test 
audio could not be found. 

These two cases show that the lengthening of a file in an EVP experiment can be observed as small 
increments when there are no transformations and corresponding features can be found. Between the start 
and end of gaps where matching reference and test features are absent due to transformations, a similar 
rate of change is found. It appears thus far that the rate of change of the test audio duration is relatively 
constant and not additionally affected by the occurrence of transformations. 

Figure 18. The delay of test speech features from their 
times in the reference audio.
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3. Discussion 
In these EVP experiments, the test audio became as much as 10 percent longer in duration than the 
reference audio. The duration typically increased incrementally, even when the reference audio was not 
obviously transformed. The rate of change of duration was not affected substantially in intervals where 
transformations prevented matching of reference and test features.  

The highlighted segments of the waveforms in Figure 2 show that the reference audio was transformed to 
a longer but lower-level interval of test audio. Also, the highlighted reference audio in Figure 16 was 
transformed to a longer duration segment in the test audio. Almost half of the transformed audio was 
louder than the reference audio and the remainder was less loud. The overall average power was 
approximately the same as the reference audio it replaced. These observations suggest that the energy of a 
piece of reference audio is conserved when it is transformed. This may be examined more closely as a 
hypothesis for further research. 

Normally, injecting additional audio data into a stream of audio would require passing the stream through 
a buffer large enough to hold the additional data. The possible existence of such a buffer was examined in 
Experiment 2 by stopping the recording of the test audio as soon as the reference audio finished playing. 
This should have prevented recording the data remaining in the buffer at the end of the process. However, 
no data was lost, and so the audio did not pass through such a buffer. The absence of the buffer indicates 
that the test audio containing the inserted information must have been written directly to the test file, 
bypassing the microphone, A/D converter, and recorder electronics. It could not have been recorded in the 
usual way via the microphone. 

In Experiments 3, 4 and 5, irrelevant clock ticks were added to the sounds in the room. In Experiment 3, 
the ticks were created “live” by a clock placed near the recorder microphone. These ticks could be 
distinguished from the tonal features by their different spatial location. In Experiments 4 and 5, the ticks 
were mixed beforehand with the tonal features in the reference audio. In each of the three experiments, 
the pattern of delays for clock ticks and tonal features were similar. However, when the the clock ticks 
came from a different location (Experiment 3), the tick delays were less than the tonal feature delays by a 
constant amount of about 0.34 seconds. When the clock ticks were pre-recorded in the reference audio 
(Experiments 4 and 5), the magnitudes of the delays were approximately the same for the ticks and the 
tonal features. 

Experiment 5 unexpectedly provided some additional confirmation of the connection between the 
experimenter (AK) and the intelligence she calls the technicians. About 10 seconds before the reference 
audio finished playing, she spontaneously asked the technician, “What is it like where you are?” The 
apparent effect of the utterance on the pattern of delays in the test file was immediate. The delays for both 
the tonal audio features and the clock ticks decreased from about 0.6-0.7 seconds to 0.1 second. The 
reason for the precipitous decrease was the loss of 0.58 seconds of reference audio that did not appear in 
the test audio. The utterance appears to have distracted the technician so that the chunk of audio currently 
being processed was lost. 

Experiment 6 was a retrospective on two experiments carried out more than a year earlier. The reference 
audio was reversed foreign speech, and both experiments had produced clear EVPs. In the two 
experiments, the test audio was extended by 5.11 percent and 8.79 percent, respectively. The delays of the 
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speech features in the test audios incremented gradually with occasional brief plateaus. Where there was a 
gap in the identification of common features because of inserted EVPs, the rate of change in delay was 
maintained over the duration of the gap. 

3.1 A functional model of the etheric technology 
These experiments suggest that the spirit technicians have an etheric technology which can transform the 
energy in the reference audio into intelligible speech. We propose the following functional information 
processing model of the technology. The emphasis is on “functional” since we can only guess how it is 
implemented. 

A FIFO (first in first out) input buffer receives and holds the reference audio until a following speech 
processing stage is ready for it. The speech processor takes the audio from the buffer, processes it, and 
writes the result to the test audio file. The tick audio enters the FIFO buffer in step with the speech-like 
audio. When the tick has a spatial property that distinguishes it from the speech-like audio, it is tagged as 
not relevant for generating speech. The irrelevant ticks are taken out of the FIFO buffer at the same rate as 
the relevant audio. The rate is less than real time in order to accommodate the slower speech processing 
that follows.  

The relevant speech-like audio is transformed by the speech processor, while the irrelevant tick audio is 
sent immediately to its output buffer. The tick audio is written 340 msec before the corresponding speech 
processor output is written to its output buffer. Then the sum of the buffer contents are sent to the physical 
storage medium. The cycle is repeated with a new chunk of relevant and irrelevant data retrieved from the 
FIFO buffer. The size of each chunk appears to be about 580 msec of audio, since that much audio was 
lost when the process was interrupted by the experimenter’s spontaneous utterance in Experiment 5.  

The results of the experiments let us estimate how much time is taken to process the speech-like audio. 
The slope of the graph plotting incremental delays versus time as in Figure 4, for example, tells us how 
much longer than real time is required to process each second of speech-like audio. The slopes were 
calculated for each of the six experiments, and the average of the six slopes was 0.113 sec/sec. Therefore, 
a 580 msec chunk of audio would take 645 msec to process and output (580 x 1.113); that is, 65 msec 
longer than real time. 

According to Experiment 3, the ticks taken from the FIFO buffer were output 340 msec before the 
corresponding processed speech was output. So the irrelevant audio containing the ticks took 305 msec 
(i.e., 645-340) to output after it was retrieved from the buffer. Assuming the processed audio took 305 
msec to output as well, the actual speech processing time was 340 msec. Figure 19 shows a visual 
representation of the entire process. The output to the physical storage medium would be the sum of the 
relevant and irrelevant audio in the output buffers. 

During the estimated 340 msec of processing time, the speech processor generates new speech based on 
the properties of the reference audio chunk taken most recently from the FIFO buffer. We suggest the 
reference audio is inverse filtered to recover the speaker’s glottal pulses. A train of such glottal pulses 
energizes an adjustable filter simulating a human vocal tract. The result would be the production of 
spoken words determined by the changing properties of the simulated vocal tract filter. The newly 
generated words need not sound at all like the analyzed reference audio. The generated audio may also 
have a different duration than the chunk of reference audio it replaces, but there are indications that the 
overall energy may remain the same. 

https://ccrma.stanford.edu/courses/318/mini-courses/papers/voice/Review%20of%20Glottal%20Waveform%20Analysis.pdf
http://www.haskins.yale.edu/featured/heads/mmsp/acoustic.html
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In all of the experiments, there were short intervals when the processing delay was observed to be 
constant; that is, the output was not progressively delayed. According to the model, this could occur if the 
speech-like data from the FIFO buffer bypassed the speech processor and was sent immediately to its 
output buffer just like the irrelevant tick data. 

Even when no apparent transformations took place, small incremental increases in delay accumulated 
over significant intervals.  In Figure 18, for example, the delays increased gradually over the 31.8 to 42.6 
second interval of the reference audio. Careful comparison of the reference and delayed test audio in this 
range revealed a transformation only during the interval from 38.7 to 40.0 seconds. The audio in the 6.9 
seconds preceding the transformation and the 2.6 seconds afterwards was still associated with an 
incrementing delay.  

The incrementing delay with no transformations suggests that the speech processor still transferred the 
reference audio to the “Relevant” output buffer at the slower rate of the processor. The corresponding test 
audio appeared to be stretched like an elastic to occupy the longer interval in the output buffer. This 
should have lowered the pitch slightly, but did not. The spectral peaks of comparable segments of 
reference and test audio were found to have identical frequencies. We must assume that the lowered pitch 
in the output buffer was restored to the original level. This is possible, in principle, since several such 
algorithms have been developed by human audio engineers.  

Figure 19. Schematic of  etheric technology.
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The audio consisting of the ticks is compressed into an interval shorter than real time, thus raising the 
pitch in its “Irrelevant” output buffer. The pitch in this buffer must also be shifted, but down to the 
original level. After the appropriate pitch shifting to the original levels, the two buffers are summed and 
directly embedded in the physical storage medium as digital audio. With this procedure, the reference 
audio is minimally affected by the delay when it is transferred to the test audio via the speech processor.  

The analysis of the audio of Figure 18 also showed when the speech processor was instructed to start and 
stop transforming the reference audio. We may assume that the instruction to begin was given at 38.7 
seconds, and another instruction to resume output of the untransformed audio was given at 40.0 seconds. 
These observations suggest that the speech processor ran continuously while the reference audio was 
playing in order to produce the incrementing delay. The transformation of the reference audio was 
initiated when a spirit technician supplied the speech to be generated, and continued until the 
transformation was complete.  

4. Conclusion 
A spirit entity can use the transform method to generate EVPs. The spirit modifies an unintelligible 
reference audio while it is being re-recorded to a test file so that it contains intelligible speech. The 
process was found to increase the duration of the test audio from about 3.5 percent to 10.8 percent. The 
experiments did not support the existence of a buffer to accommodate the extra audio before it was 
recorded via the microphone. The absence of such a buffer suggests that the spirit technician can directly 
modify the state of the file storage medium. Also, the treatment of irrelevant audio consisting of clock 
ticks depended on whether it was spatially distinct from the audio that was relevant to the communication 
task. A functional information processing model was proposed that accounted for the observed effects.  
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